
Towards an Intelligent Model-based Approach to Automated
Sustainability Reporting

Juan de Lara
juan.delara@uam.es

Univ. Autónoma de Madrid
Madrid, Spain

Esther Guerra
esther.guerra@uam.es

Univ. Autónoma de Madrid
Madrid, Spain

Jacinto Corral
jacinto.corral@sygris.com

Sygris
Madrid, Spain

Cristóbal Mora
cristobal.mora@sygris.com

Sygris
Madrid, Spain

Abstract
Environmental, social and governance (ESG) reporting – or simply
sustainability reporting – is increasingly important for organisations,
yet identifying relevant reporting areas and aligning them with
evolving standards is a complex, manual task.

To alleviate this situation, we present a model-based intelligent
approach for automating the recommendation of sustainability
reporting areas based on company profiles. Our solution lever-
ages publicly available ESG reports to build an ESG-specific recom-
mender through a configurable pipeline. This combines informa-
tion modelling, LLM-based extraction guided by domain models,
model-driven data cleaning and consolidation using a lightweight
domain-specific language, and machine learning-based classifier
training. By separating domain knowledge from processing logic,
the approach can be adapted to different reporting standards and
compliance frameworks.

We report on an experiment that shows the value of explicit
modelling within the approach, but highlights the need for human
supervision in some steps. More generally, we discuss the role of
models as key artefacts for integrating ESG domain knowledge,
guiding AI-based extraction, improving ESG classifier consistency,
and enabling reusable ESG reporting automation solutions.

CCS Concepts
• Computing methodologies → Knowledge representation
and reasoning; • Information systems→ Information integra-
tion; • Software and its engineering→ Domain specific languages.
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1 Introduction
European Union (EU) law, specifically the Corporate Sustainability
ReportingDirective (CSRD) [8], requires large companies to disclose
information on the risks and opportunities they identify in relation
to environmental and social factors, as well as on the impacts of
their activities on people and the environment. This is formally
referred to as sustainability reporting, which is commonly discussed
under the broader umbrella of environmental, social and gover-
nance (ESG) reporting. These disclosure actions support investors,
civil society organisations, consumers, and other stakeholders in
assessing corporate sustainability performance within the context
of the European Green Deal [7].

ESG reporting is also extending beyond the largest companies.
Under the CSRD, listed (i.e., traded) small and medium-sized enter-
prises (SMEs) are also brought into scope, reflecting a broader reg-
ulatory trend towards wider sustainability disclosure coverage. In
addition, even companies not directly subject to mandatory report-
ing may be indirectly affected through value-chain requirements,
as large reporting entities are required to collect ESG-related data
from suppliers and business partners.

Beyond the EU, ESG reporting requirements also exist in other
jurisdictions in varying forms, including the United Kingdom [22],
the United States [24], and Australia [2]. At the international level,
sustainability disclosure frameworks are increasingly structured
around two major reference models: the investor-oriented stan-
dards developed by the International Sustainability Standards Board
(ISSB) [14], and the impact-oriented Global Reporting Initiative
(GRI) Standards [12], which together represent complementary
approaches to ESG reporting.

ESG reporting is a complex, time-expensive and effort-consuming
process for companies. It requires understanding and deciding what
needs to be reported (e.g., which themes under the European Sus-
tainability Standard, ESRS [9]), establishing ESG governance, col-
lecting data, calculating metrics, reviewing and validating the col-
lected information, and submitting and publishing a report. Given
the difficulty of these tasks, specific software to help in this process
becomes necessary.

Sygris1 is a company specialised in sustainability software, in-
cluding sustainability reporting, and in the integral management
of sustainability strategies, including data collection, analysis, man-
agement and visualisation. The software is offered as a web-based
lowcode platform2. To increase the value of this platform for cus-
tomers, it will be extended with a new model-based, intelligent
solution that automatically recommends reporting areas from the
companies’ profiles. This solution, which we report on the paper,

1https://sygris.com/
2https://sygris.com/en/low-code-platform/
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profits from the increasing number of companies making ESG re-
ports public3 to extract relevant data and train an ESG-specific
recommender. This work is the result of an ongoing project be-
tween Sygris and the modelling & software engineering research
group (https://miso.es) at the Universidad Autónoma in Madrid.

The intelligent recommender implements a model-based ap-
proach, which makes the construction and training pipeline con-
figurable not only for ESRS reporting, but also for other standards.
The pipeline has an information modelling phase; an extraction
phase in which a large language model (LLM) uses the information
model to extract data from existing reports; a model-based clean-
ing, validation and consolidation phase guided by a lightweight
YAML-based domain-specific language (DSL); and a training phase
that produces a trained classifier out of the cleaned data. This paper
reports on the stages of the pipeline and on the deployment strategy.
We report on an evaluation over a dataset of more than 730 reports
(>10Gb), showing the benefits of our model-based approach and the
usefulness of explicit validation rules to improve the consistency
of the classifier predictions.
Paper organisation. Section 2 overviews ESG sustainability report-
ing. Section 3 describes our model-based approach for building an
ESG report assistant. Section 4 reports the evaluations conducted.
Section 5 compares with related work, and Section 6 concludes.

2 Background on Sustainability Reporting
Under the ESRS framework [11], sustainability reporting follows
a structured and regulated disclosure system introduced under
EU’s CSRD. Throughout this paper, ESRS refers to the standards as
adopted in 2023 [9], which is the version targeted by our dataset
and extraction models. Its purpose is to standardise how companies
report sustainability impacts, risks, and opportunities, ensuring
that ESG information is comparable, auditable, and decision-useful
across organisations. ESRS defines not only what must be reported,
but also how this information is structured and integrated into
corporate reporting processes.

ESRS is organised into three main categories of topical stan-
dards: Environmental, Social, and Governance (cf. Table 1). The
Environmental standards address the company’s impact on natural
systems and resources. These include ESRS E1 on climate change,
E2 on pollution, E3 on water and marine resources, E4 on biodiver-
sity and ecosystems, and E5 on resource use and circular economy.
Together, these standards cover emissions, environmental degrada-
tion, resource consumption, and ecological impacts, forming the
environmental pillar of sustainability disclosure.

The Social standards focus on impacts related to people and
society across the company’s operations and value chain. ESRS
S1 covers the company’s own workforce, S2 addresses workers in
the value chain, S3 focuses on affected communities, and S4 covers
consumers and end-users. These standards require companies to
disclose information on labour conditions, human rights, equality,
health and safety, and broader societal impacts, ensuring that social
externalities are systematically reported.

Finally, the Governance standard ESRS G1 addresses business
conduct. It requires disclosure of practices related to corporate
ethics, anti-corruption, internal controls, and responsible behaviour.

3https://insights.efrag.org/reports

Table 1: ESRS Topical Standards and Topics

Category ESRS Standard Topic

Environmental

ESRS E1 Climate change
ESRS E2 Pollution
ESRS E3 Water and marine resources
ESRS E4 Biodiversity and ecosystems
ESRS E5 Resource use and circular economy

Social

ESRS S1 Own workforce
ESRS S2 Workers in the value chain
ESRS S3 Affected communities
ESRS S4 Consumers and end-users

Governance ESRS G1 Business conduct

In addition, each ESRS in Table 1 is decomposed hierarchically
(e.g., ESRS E1 “Climate change” is subdivided in “adaptation to cli-
mate change”, “mitigation of climate change”, and “energy”). Overall,
there are 91 leaf subtopics in the 10 ESRS standards.

In practice, ESRS reporting is embedded in the statutory annual
management report and is subject to external assurance to ensure
data reliability and compliance. Companies must both publish the
report publicly and generate it in a structured digital format (e.g.,
XHTML with ESRS tagging) suitable for regulatory submission and
automated processing. This structured digital format relies on the
eXtensible Business Reporting Language (XBRL), which encodes
ESRS taxonomy concepts as machine-readable tags for automated
processing and regulatory exchange [25]. However, only the PDF
version of the report is typically made publicly available through
corporate channels, while the machine-readable XHTML filing is
submitted to regulatory bodies and is not yet broadly accessible.
Reports are filed via national systems and, in the future, via the
upcoming European Single Access Point (ESAP) [10], which aims to
make both human-readable andmachine-readable formats available
to regulators, investors, and data users.

3 Intelligent Model-based Approach to
Sustainability Reporting

One goal of the project was the construction of an intelligent recom-
mender that predicts suitable ESRS topics to report given a company
profile. This recommender shall be integrated in a novel lowcode
intelligent reporting platform by Sygris, which would guide the
reporting process until a final XBRL-compliant report is generated.

Figure 1 shows the pipeline to construct the recommender. As
input to the pipeline, we first collected available ESG reports from
various sources, including representative companies’ web sites and
the public database at https://insights.efrag.org/reports. This re-
sulted in a dataset of over 700 ESG documents.

This dataset is the input to the pipeline, which starts with an ex-
traction phase (label 1 in Figure 1). This phase extracts high-quality
data from each document in the dataset regarding the company pro-
file and the ESRS topics reported. The extraction is automated with
an LLM. In addition, to make the process flexible and configurable
to other reporting standards, the company features of interest and
the ESRS themes are modelled using a YAML-based DSL.

Next, a pre-processing phase is applied to the extracted data (label
2). Specifically, the ESRS data are encoded as a 102-dimensional
binary vector, where 1 indicates “relevant for reporting” and 0 indi-
cates “not relevant”. Similarly, a feature vector with dimension 10

https://miso.es
https://insights.efrag.org/reports
https://insights.efrag.org/reports
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Figure 1: The model-based machine learning pipeline for
building an ESG classifier.

is constructed according to the company profile features modelled
in the previous phase.

The next phase performs validation and cleaning of the pre-
processed data (label 3). This is necessary because the initial LLM-
based extraction process may introduce errors: the documents in
the dataset are large (the average page length is around 300); in-
clude complex text, images and diagrams; and may yield feature
vectors with more than 100 features. Consequently, this third phase
validates the extracted, pre-processed data against domain knowl-
edge and priors, modelled as rules in a YAML-based DSL. These
rules check expected conditions and can correct erroneous cases.

The cleaned and validated ESG data is then used for training a
classifier based on decision trees (label 4). We use another YAML-
based DSL to model how the data columns are to be featurized
(i.e., represented and transformed). This design is energy-efficient:
the LLM is used only offline during the extraction phase, while
the deployed classifier requires significantly fewer computational
resources at inference time than an LLM-based alternative would.

The last phase of the pipeline is the deployment of the trained
classifier within the reporting lowcode platform (label 5). This clas-
sifier is not meant to be static, but can undergo periodic retraining
once integrated within the platform. Companies can use the plat-
form to obtain suggestions on which ESRS topics to report based on
the company features, while enabling the possibility to adjust these
suggestions if needed. The platform will use such adjustments to
retrain the classifier and improve future recommendations.

Next, we describe the pipeline steps: the ESG information ex-
traction models (Section 3.1), the information extraction agent (Sec-
tion 3.2), the pre-processing (Section 3.3), the data cleaning and
validation rules (Section 3.4), the model-based ESG classifier train-
ing (Section 3.5), and the deployment (Section 3.6).

3.1 ESG information extraction modelling
We model the information to be extracted from ESG reports using
a YAML-based DSL that allows defining hierarchical information
items and their relevant fields. Figure 2 shows its meta-model.

The root class SustainabilityExtractor allows configuring the
system prompt, the default empty value, the extraction language,

«enum»
DataFormat

- STRING (default)
- BOOLEAN
- NUMBER

Theme

- name: String
- description: String
- extractContext: bool

SustainabilityExtractor

- systemPrompt: String
- defaultEmptyValue: String = 'None'
- extractionLanguage: String = 'English'
- extractionModel: String = 'gpt-4.1-mini'

Task

- name: String
- description: String
- isActive: bool = True
- summaryField: bool = True

format

*
subThemes

parent
0..1

* themes

* tasks

Figure 2: Meta-model for ESG information extraction.

the language model to be used, and the information extraction
tasks. Each Task has a name, a description, an isActive boolean flag
indicating whether the LLM-based extractor should execute the task
(since multiple tasks may be used to process the same document,
e.g., one per ESRS topic and another for the company profile), and a
summaryField boolean flag that, when selected, will add a boolean
summary field to each theme within the task indicating whether
the theme was found relevant for the document.

Tasks contain Themes, which may in turn contain arbitrarily
nested subThemes. Each Theme has a name, a description, an output
data format (string by default), and an extractContext boolean flag
that, when selected, generates an LLM-computed field containing a
brief verbatim paragraph indicating where the theme was extracted
from in the document. The latter flag facilitates early validation
of the extraction results by human experts against the original
document, while for bulk extraction, the flag is normally disabled.

Given its hierarchical nature, and for a better integration with
Python-based machine learning pipelines, this meta-model is pro-
vided with a YAML syntax. Each Task is modelled in a different file,
and the configuration parameters in the root class are passed in the
command line to the extractor.

As an example, Listing 1 shows an excerpt of the task model to
extract a company profile from an ESG report. Keyword task in line
1 signals the beginning of the task definition, and keyword fields
in line 6 signals the beginning of the definition of its themes. The
excerpt declares three relevant features (i.e., objects of type Theme
according to the meta-model) to be extracted: the company name
(lines 7–10), the sector (lines 11–15), and the reporting currency
(lines 17–21). The complete model declares another seven features:
products or services that the company offers, country where the
company’s headquarters are located, world areas where the com-
pany has presence, company size, juridic form, annual turnover,
and whether it is stock listed.

As a second example, Listing 2 displays the extraction model for
ESRS E1 (Climate Change), which comprises three subtopics: Cli-
mate Change Adaptation (lines 5–11), Climate Change Mitigation
(lines 12–20), and Energy Use (lines 21–27). The flag summaryField
is set to True (the default value), and all topics have string data
format (the default value). Note that the DSL supports keyword
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1 task:
2 active: False
3 name: company_data
4 description: Company data
5 summaryField: False
6 fields:
7 − name: company name
8 description: The full legal name of the company
9 extractContext: False
10 format: str
11 − name: sector
12 description: |
13 Industry sector(s) the company operates in. Choose EXACTLY ONE of

the categories below. Return the letter of the category:
14 (A) Agriculture, Forestry, Livestock and Fishing
15 (B) Mining andQuarrying
16 ...
17 − name: reporting_currency
18 description: |
19 Currency used in financial figures throughout the report. Use ISO 4217

Codes, like USD, EUR, GBP, etc. If the information is not
available return None.

20 extractContext: False
21 format: str

Listing 1: Excerpt of extraction task for the company profile.

synonyms for fields and themes (line 4), to make it natural for both
company profile and ESG data extraction.

1 task:
2 name: ESRS E1
3 description: Climate Change
4 themes:
5 − name: Climate Change Adaptation
6 description: |
7 Include data such as:
8 − Physical risk assessments (chronic and acute risks)
9 − Adaptation strategies and actions
10 − Climate resilience of assets, operations, and value chain
11 − Investments in adaptation measures
12 − name: Climate Change Mitigation
13 description: |
14 Include:
15 − GHG reduction targets
16 − Policies and actions for GHG reduction
17 − Decarbonization initiatives and levers
18 − Use of renewable energy and energy efficiency measures
19 − Scope 1, 2, and 3 GHG emissions (with breakdowns and

methodologies)
20 − Use of internal carbon pricing (if any)
21 − name: Energy Use
22 description: |
23 Include:
24 − Total energy consumption (direct and indirect)
25 − Share of renewable vs. non−renewable energy
26 − Energy efficiency initiatives
27 − Energy intensity ratios (e.g., per product, per revenue)

Listing 2: Excerpt of extraction task for ESRS E1.

Although our pipeline is instantiated for ESRS reporting, this
model-based extraction approach is designed to support alternative
sustainability reporting frameworks. For example, replacing the
ESRS information extraction model with a GRI information extrac-
tion model would allow the pipeline to target GRI topical standards
instead of ESRS topical standards. The same flexibility applies to
the evolution of a single framework. On 3 July 2026, the EU adopted
a delegated act revising the ESRS, reducing total datapoints by over
70% while retaining the same ESG topic coverage. Our extraction is
defined over topics rather than datapoints, so this revision leaves
the extraction models essentially intact. Still, this precisely shows

the benefit of declaring what to extract in a model rather than in
code: regulatory change becomes a model edit.

3.2 Model-based ESG information extraction
We have built an LLM-based extraction agent that takes an ESG
information extractionmodel and a document dataset, and produces
a .csv file with the extracted data. Figure 3 shows its scheme.

ESG 
document

Task i

… convert

prompt

extract

vectorial
database

collect

[for each document]

dataset

ESG data

LLMESG info
extractionmodel

Figure 3: The model-based ESG extraction agent.

The agent traverses each document in the dataset. While our
current dataset only contains PDF files, the architecture supports
ESG reporting data in multiple formats like excel or PDF. Then, for
each document in the dataset, and for each task in the ESG infor-
mation extraction model, the extractor builds a prompt comprising:
(i) system-level extraction instructions, (ii) instructions derived
from the task, and (iii) the textual content of the ESG report. In
addition, the agent uses structured output [18] to instruct the LLM
on the expected output format (in JSON), which should comply
with the extraction task. This means that the instructions for the
structured output are automatically derived from the information
extraction model. If several extraction tasks are required for the
same document, these are iterated in multiple prompts to avoid
overwhelming the LLMwith large prompts, instructions and output
format requirements.

Since ESG reports tend to be large, the extraction process sup-
ports two modes. If the text from the report fits in the LLM con-
text window, then direct prompting is used. Otherwise, the text is
chunked and stored in a vector database. Then, the chunks most
relevant to the given extraction task are retrieved using a retrieval-
augmented architecture (RAG) [17] and included in the prompt.

Once all the documents in the dataset are processed, the extracted
data is output in .csv format.

3.3 ESG data pre-processing
The extracted data needs to be processed to make it suitable for
training a decision tree classifier. Specifically, since we need a binary
vector summarising the relevance of each ESRS topic, the content of
each cell in the .csv is converted into 1 (relevant) or 0 (not relevant).

The extraction tasks typically produce ‘None’ for topics not
found relevant in the report, and a textual summary of the relevance
otherwise (for topics with string format). For example, the follow-
ing is an excerpt of the extracted result for the Climate Change
Adaptation topic within ESRS E1 for company XXX4: “Company
4anonymised
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XXX has a Climate Transition Plan consistent with its Strategic Plan,
aiming to reduce Scope 1 direct emissions by at least 95% by 2050 com-
pared to 2017 and Scope 3 indirect emissions by 25% by 2040 compared
to 2019....”. These summaries are not discarded, but we plan to use
them in the final deployed recommender to provide examples and
rationales explaining why a topic is considered relevant.

For extraction tasks that selected summaryField (cf. Section 3.1),
the corresponding generated boolean values are also binarised.

3.4 Data cleaning: validation and fixing rules
The extraction process explained in Section 3.2 is prone to errors, as
it is made by LLMs by processing extensive documents. To mitigate
this issue, we perform a validation and amendment stage in which
rules defined in a YAML-based DSL check the extracted data (in the
.csv file), signal suspicious values, and can trigger corrections (if so
desired). Figure 4 shows the meta-model of the DSL.

«enum»
ActionType

+ FIX
+ FLAG

Block

- name: String

Group
Consequence

- exclude: String[*]

Column
Consequence

«enum»
ColumnGroup

Operator

+ EXISTS_EQ
+ ALL_EQ
+ EXISTS_NAN
+ ALL_NAN

Consequence

ColumnReference

- column: String

LiteralValue

- value: String

Condition
Value

«enum»
ColumnOperator

+ EQ
+ IS_NAN
+ CONTAINS

Group
Condition

- exclude: String[*]

Column
Condition

Condition

- negate: bool = false

«enum»
Severity

- soft
- hard
- strict

Rule

- name: String
- message: String

ESGData
Validator

action

1..*
consequences

operator

1 value

operator

1..*
conditions

severity

* rules

Figure 4: Meta-model of the validation and fixing rules.

Rules have the form when ⟨condition⟩ then ⟨consequence⟩, ex-
pressing that if a pattern is found in some columns of the .csv file,
then some values are expected in other columns. The conditional of
the rule (classCondition) can check values of columns (ColumnCon-
dition), or groups of them (GroupCondition). In the latter case, all
columns whose name contain a given literal are sought, and some
columns may be listed for exclusion (GroupCondition.exclude).
Conditions can be negated via the Condition.negate flag. Expected
values in columns or groups are checked via operators (ColumnOp-
erator or ColumnGroupOperator) against literals (LiteralValue) or
other column values (ColumnReference). The Consequence of a
rule can be used to specify expected column values when the con-
dition pattern is found, and disconformities can be just flagged or

fixed (ActionType). Finally, rules declare a severity level (Severity)
which indicates the importance of the error.

Next, we illustrate typical usages of the rules. The first one is to
check the consistency between a summary field and the columns
it summarises. For example, if the summary column is 0, then all
columns in its child column group must be 0; whereas if any column
in the child column group is 1, so must be the summary column. The
two rules in Listing 3 capture this. The first one (lines 2–14) states
that when any column starting by esrs_e1_ (excluding the summary
column) has a 1, then the summary column should have a 1 as well
(otherwise, this requires fixing). Conceptually, this validation is
bottom-up, from detail columns to a summary column. The second
rule (lines 15–27) is top-down: if the summary column is 0, then
all detail columns should be 0. Overall, these two rules ensure the
hierarchical coherence of ESRS E1 and its subtopics.

1 rules:
2 − name: E1_BOTTOM_UP
3 severity: hard
4 when:
5 − group: esrs_e1_
6 exclude:
7 − esrs_e1_summary
8 op: exists_eq
9 value: 1
10 then:
11 − action: fix
12 column: esrs_e1_summary
13 value: 1
14 message: An E1 subtopic is reported but E1 summary is not
15 − name: E1_TOP_DOWN
16 severity: hard
17 when:
18 − column: esrs_e1_summary
19 op: eq
20 value: 0
21 then:
22 − action: fix
23 group: esrs_e1_
24 exclude:
25 − esrs_e1_summary
26 value: 0
27 message: E1 summary is 0 but an E1 subtopic is reported

Listing 3: Hierarchical coherence rules for ESRS E1.

Similar rules may check incoherent empty values, e.g., in sum-
mary columns. Listing 4 shows an example for ESRS E1. The rule
checks that if all subtopics of ESRS E1 are 0, but the summary
column has no value, then the value 0 should be inferred for the
summary column.

1 rules:
2 − name: E1_NAN_SUMMARY_ALL_CHILDREN_ZERO
3 severity: hard
4 when:
5 − group: esrs_e1_
6 exclude:
7 − esrs_e1_summary
8 op: all_eq
9 value: 0
10 − column: esrs_e1_summary
11 op: is_nan
12 then:
13 − action: fix
14 column: esrs_e1_summary
15 value: 0
16 message: E1 summary is empty but all subtopics are 0: summary inferred as 0

Listing 4: Rule cleaning empty value for ESRS E1.
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Rules may also be used to assess expected reporting areas given
that some other area is reported. Listing 5 shows one example
for topics of ESRS E2 and E3. It checks that if water pollution is
reported (column esrs_e2_water_pollution), then water discharge
should be reported as well (column esrs_e3_water_discharge). Note
that while this is normally the case (e.g., the company discharges
wastewater containing pollutants), in exceptional cases it may be
not (e.g., the company had a pollution incident affecting water but
it normally does not discharge water).

1 rules:
2 − name: E2_WATER_POLLUTION_IMPLIES_E3_DISCHARGE
3 severity: strict
4 when:
5 − column: esrs_e2_water_pollution
6 op: eq
7 value: 1
8 then:
9 − action: fix
10 column: esrs_e3_water_discharge
11 value: 1
12 message: Disclosing water pollution implies water discharge must be

reported

Listing 5: Water pollution implies water discharge reporting.

Rules can also document prior knowledge about the company
profile and expected reporting areas. For instance, the rule in List-
ing 6 captures that, for a company in the energy sector (identified
by the value W in the sector column), it is unusual not to report
ESRS E1 (Climate Change).

1 rules:
2 − name: ENERGY_SECTOR_E1
3 severity: soft
4 when:
5 − column: sector
6 op: contains
7 value: W
8 then:
9 − action: fix
10 column: esrs_e1_summary
11 value: 1
12 message: Energy sector company not reporting E1 Climate Change is

unusual

Listing 6: Climate change reporting is relevant for companies
in the energy sector.

Other rules may just flag suspicious column value combinations.
Listing 7 shows an example signalling that reporting supply chain
workforce, but not the own workforce, is unusual.

Even if rules have an expected action (fix, flag), our evaluator
can be executed in checkonly mode to flag inconsistencies, or in
enforce mode to modify values of discording cells (i.e., changing
from 0 to 1 or vice versa) so that the rule is satisfied for the given
row. In the latter case, the severity of rules can be used to determine
which rules are executed.

Currently, rules check data within the same company, extracted
from an ESG report (i.e., same row in the .csv). In future work,
we will extend the rules to consider several companies, similar to
metamorphic relations [21]. These rules may be used to check that
if two companies have similar profiles (e.g., same sectors, same
geographic operation areas), then they should report the same or
similar ESRS topics.

1 rules:
2 − name: S2_WITHOUT_S1
3 severity: soft
4 when:
5 − column: esrs_s2_summary
6 op: eq
7 value: 1
8 − column: esrs_s1_summary
9 op: eq
10 value: 0
11 then:
12 − action: flag
13 column: esrs_s1_summary
14 value: 1
15 message: Supply chain workforce reported w/o own workforce is unusual

Listing 7: Reporting supply chain workforce without
reporting own workforce is unusual.

3.5 Model-based ESG classifier training
Since ESG data extraction is driven by a model, the representation
and treatment of the features used for training the classifier cannot
be hard-coded. Instead, we use a YAML-based DSL to express how
the extracted information is to be featurized. Figure 5 shows the
meta-model of this DSL.

Target

- prefix: String

Column

- missingValues: String[*]
- fillValue: String[0..1]

«enum»
Transformer

+ LOG1P
+ SQRT
+ BOOL_TO_INT
+ LOWERCASE
+ STRIP
+ LOWERCASE_STRIP

«enum»
Imputer

+ MOST_FREQUENT
+ MEAN
+ MEDIAN
+ CONSTANT

«enum»
Treatment

+ CATEGORICAL
+ NUMERIC
+ BINARY
+ MULTILABEL

Feature

- name: String

Featurizer

*
targets

transform
0..1

impute

treatment

*
features

Figure 5: Meta-model of the featurizers.

A Featurizer defines a collection of Features and Targets, the
latter being the features that the classifier will predict. Both can
declare how they represent missing values, and optionally provide a
fill value to be used in that case. Features have also a name, declare
how they should be treated (as categorical, numeric, binary, ormulti-
label values), whether they need transformation, and may choose
an imputer for missing values. Transformations depend on the
feature treatment: for categorical features, allowed transformations
are lowercase, strip, and lowercase+strip; for numeric, log1p and
sqrt; and for binary, bool_to_int (which converts True into 1 and
False into 0). Imputers provide a default value to missing values
using a strategy: the most frequent value, the mean, the median, or
the constant specified in attribute fillValue. Targets are identified
by a prefix, thus enabling the selection of multiple columns at once.

Listing 8 shows an excerpt of a featurizermodel. Lines 3–7 specify
how company_data_sector is to be featurized: treated as a categor-
ical variable, converted to lower case, stripped of whitespaces, and
initialising missing values (i.e., cells that are empty or contain “NA”,
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“None” or “N/A”) with the most frequent value. Lines 9–12 specify
the treatment for targets. These are all columns whose name starts
by “esrs_”, and missing values will be filled with 0s.

1 training:
2 features:
3 − name: company_data_sector
4 treatment: categorical
5 transform: lowercase+strip
6 impute: most_frequent
7 missing_values: ["NA", "None", "N/A"]
8 ...
9 targets:
10 − prefix: esrs_
11 missing_values: ["NA", "None", "N/A"]
12 fill_value: 0

Listing 8: Excerpt of a featurizer model.

The training step is therefore configured through a featurizer
model. This approach avoids any code changes when the feature
schema evolves. Upon loading, the featurizer is first validated to
ensure that all declared treatments, transforms, and imputation
strategies are consistent before any data is touched. Features are
divided into four treatment types: categorical fields are one-hot en-
coded after optional normalisation transforms (lowercasing, white-
space stripping); numeric fields are optionally compressed via log
or square root transforms before standard scaling; binary fields
are mapped to integer flags and passed through unchanged; and
multi-label fields, such as subsidiary regions or product categories,
are expanded into binary indicator columns.

The classifier is trained as a multi-label model, predicting si-
multaneously which ESRS topics are relevant for a given company.
Our training program can be configured with the classifier type,
supporting three tree-based ensemble methods: Random Forest [4],
LightGBM [15], and XGBoost [5], all of which are well-suited to
tabular data with mixed feature types. To handle the multi-label
nature of the problem, the base classifier is wrapped in either a clas-
sifier chain that models label dependencies by chaining predictions
sequentially, or an independent multi-output wrapper that treats
each label independently. Data splitting defaults to iterative strati-
fied splitting, which preserves label distribution across train and
test sets in multi-label settings. Training can also be parameterised
w.r.t. hyperparameter optimisation, which can be performed via
Optuna [1], scikit-learn [20] grid search, or randomised search [3],
tuning the base classifier parameters against macro-averaged F1
score using cross-validation.

3.6 ESG classifier deployment
For its integration with the ESG automated reporting tool, the
trained classifier is deployed as a REST service. The classifier is
exposed through a RESTful API built with FastAPI5, providing
a /predict endpoint that accepts company features and returns a
binary prediction for each ESRS topic. At inference time, the service
reconstructs the same feature representation used during training.

The system also supports continual learning through a /retrain
endpoint. This accepts a set of company features and corresponding
ESRS labels, and triggers an asynchronous retraining job. Job life-
cycle management is handled via a thread-backed status store, with
clients able to poll a /retrain-status endpoint to monitor progress.
5https://fastapi.tiangolo.com/

4 Evaluation
In this section, we evaluate our classifier and its construction
pipeline to assess the value of the various modelling layers. We aim
to answer the following Research Questions (RQs):

RQ1 To what extent do ESG information extraction models
produce consistent and reliable company profiles and ESRS
labels when applied by LLMs?

RQ2 Does data cleaning using the modelled validation rules
improve the logical coherence of the extracted data?

RQ3 Does training on cleaned data improve the logical coher-
ence of classifier predictions?

To assess RQ1, we use two LLMs (gpt-4.1-mini and gemini-2.0-
flash) to extract data from ESG reports using the same information
extraction model, and measure inter-LLM agreement. To assess
RQ2, we check if the LLM-extracted data violate the validation
and fixing rules. For RQ3, we compare the classifier trained with
unprocessed data, and the classifier trained with data cleaned by the
validation and fixing rules. Since we do not have ground truth data,
but automatically extracted data, we do not compare prediction
accuracy, but the internal coherence of predictions by applying the
validation rules.

Next, Section 4.1 describes the dataset, Sections 4.2–4.4 answer
each RQ, and Section 4.5 presents validity threats of the experiment.

4.1 Dataset
The dataset comprises 734 sustainability PDF reports fromEuropean
companies, collected mainly from https://insights.efrag.org/reports.
Of these, 732 were successfully processed, while 2 were discarded
due to read errors.

As Table 2 shows, the reports vary in length and file size, reflect-
ing the heterogeneity of sustainability disclosure practices across
companies and sectors. Page counts range from 18 to 1,183 pages,
with an average of 303.7 pages (𝑆𝐷 = 162.9) and a median of 276
pages, suggesting a right-skewed distribution driven by a minor-
ity of very extensive reports. File sizes range from under 1MB to
205.7MB, with an average of 14.2MB (𝑆𝐷 = 15.6MB) and a median
of 9.6MB, consistent with the page count distribution. The total
corpus amounts to approximately 10.2GB and 222,313 pages of
sustainability disclosure content.

Table 2: Descriptive statistics of the ESG report dataset.

Statistic File Size (MB) Page Count
Min 0.3 18
Max 205.7 1,183
Mean 14.2 303.7
Median 9.6 276.0
Std. deviation (𝑆𝐷) 15.6 162.9
Total 10,405.2MB 222,313 pages

4.2 RQ1: extraction models
Our pipeline uses the ESG information extraction models to build
prompts for the LLM. To assess the degree in which LLMs are
reliable when used with those prompts, we measure the agreement

https://fastapi.tiangolo.com/
https://insights.efrag.org/reports
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of the extracted data by gpt-4.1-mini and gemini-2.0-flash, starting
from the same extraction model.

Table 3 shows the agreement statistics, distinguishing between
the extraction of the reporting ESRS topics (102 values) and the
company profile (10 values). The agreement score is the fraction of
fields on which both LLMs assigned the same value in the whole
dataset. We observe that both extraction tasks yield mean agree-
ment scores above 60%. However, the ESRS topic extraction task
shows a notably higher standard deviation (18.9% vs 12.5%), indi-
cating that agreement is more variable across companies for ESRS
topic extraction than for company profile extraction.

Table 3: Inter-LLM agreement statistics for the extraction of
reporting ESRS topics and company profiles.

Metric Reporting ESRS Topics Company Profile
# Companies 732 732
# Fields compared 102 10
Mean agreement 61.3% 64.1%
Median agreement 64.2% 63.7%
Std. deviation 18.9% 12.5%
25th percentile 54.7% 55.9%
75th percentile 72.7% 72.5%
Min / Max 0.3% / 100.0% 26.5% / 100.0%
% ≥ 80% 10.0% 9.8%

Figure 6 displays both agreement histograms, where the x-axis is
the agreement score, and the y-axis is the percentage of companies
having such score. The figure allows inspecting the per-company
agreement distribution. We can observe a longer tail of low agree-
ment values (below 20%) for ESRS topic extraction, which is also
reflected in the higher standard deviation.
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Figure 6: Extraction agreement histograms (mean values are
depicted with dashed lines).

Answering the RQ. The results suggest that ESG information
extraction models produce moderately consistent outputs across
the two LLMs considered, with mean agreement above 60% for both
extraction tasks. However, the non-negligible standard deviation
values, particularly for reporting ESRS topics, indicates that data
extraction guided by ESG information extraction models is not yet
fully reliable, and requires further guidelines.

4.3 RQ2: validation rules
To assess the value of our DSL for data cleaning, we defined 30
validation rules checking hierarchical coherence (as in Listing 3)
and empty values (as in Listing 4). For hierarchical coherence, we
considered top-down rules (a section summary is 0 but one of its
subtopics is 1) and bottom-up rules (a subtopic is 1 but the section
summary is 0). We applied the rules in checkonly mode to the raw
data extracted by each LLM independently, to assess the internal
consistency of their outputs prior to any fixing. Table 4 summarises
the results, and Figure 7 shows the breakdown by ESRS section and
violation direction (top-down or bottom-up). Overall, violations
to hierarchical coherence were detected in both directions, but no
empty value violation.

Table 4: Internal consistency violations. Top-down (TD): sec-
tion summary is 0 but a subtopic is 1. Bottom-up (BU): a
subtopic is 1 but the section summary is 0.

gpt-4.1-mini gemini-2.0-flash
ESRS Section TD BU Total TD BU Total
E1 Climate change 15 8 23 1 1 2
E2 Pollution 98 37 135 16 8 24
E3 Water 258 224 482 49 30 79
E4 Biodiversity 217 87 304 97 25 122
E5 Resource use 49 21 70 3 2 5
G1 Governance 80 21 101 130 38 168
S1 Own workforce 88 8 96 182 40 222
S2 Supply chain 303 31 334 53 21 74
S3 Communities 153 72 225 61 32 93
S4 Consumers 302 135 437 181 17 198
Total 1,563 644 2,207 773 214 987
Per company 3.01 1.35
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Figure 7: Internal consistency violations per ESRS section
and LLM, split by violation direction (top-down / bottom-up).

gpt-4.1-mini produced 2,207 violations across 732 companies
(3.01 per company on average), and gemini-2.0-flash produced 987
violations (1.35 per company), less than half as many. All violations
are from hierarchical coherence rules, representing logical contra-
dictions between a section summary and its subtopics that cannot
be attributed to genuine ambiguity. This indicates that gpt-4.1-mini
is substantially less internally consistent than gemini-2.0-flash in
its ESRS topic extractions.

Both LLMs produced violations in all ESRS sections, but the distri-
bution differs. gpt-4.1-mini concentrates its violations in E3 (Water),
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S4 (Consumers), and S2 (Supply chain), with top-down violations
dominating in all sections. By contrast, gemini-2.0-flash has its high-
est violation counts in S1 (Own workforce), S4 (Consumers), and G1
(Governance), with a more balanced mix of top-down and bottom-
up violations. S4 is the only section that ranks among the most
problematic for both LLMs, suggesting that consumer-related dis-
closures are inherently harder to classify consistently. E1 (Climate
change) yields the fewest violations for both models, consistent
with it being the most prominent and well-defined ESRS topic.

Answering the RQ. The results indicate that the automated ex-
traction task produces internal inconsistencies in the generated
data, which validation rules can help uncover.

4.4 RQ3: enhanced prediction consistency
To address this RQ, we compare the consistency of predictions
of four classifiers: two trained on raw data extracted by gemini-
2.0-flash and gpt-4.1-mini, and two trained on the data after being
corrected by the 30 validation rules from the previous RQ. For this
experiment, we split the dataset in two equally sized subsets of
366 reports each: one for training the classifiers, and the other for
obtaining predictions. Since we do not have ground truth data, we
do not compare classification performance (e.g., accuracy, F1 score).
Instead, we assess the consistency of the predictions by measuring
the extent to which they satisfy the validation rules.

Table 5 summarises the results on consistency of predictions on
unseen data (i.e., on the second subset of reports). While gemini-2.0-
flash produces 32 violations affecting 2 companies (0.09 violations
per company), gpt-4.1-mini produces 316 violations affecting 128
companies (0.86 per company). Both classifiers trained on fixed
data produce no violations.

Table 5: Consistency violations across predictions (366 com-
panies, 30 validation rules).

Violations gemini gpt gemini-fixed gpt-fixed
TD rules 24 174 0 0
BU rules 8 142 0 0
Total 32 316 0 0
Per company 0.09 0.86 0.00 0.00

Answering the RQ. Classifiers trained on data cleaned using the
validation rules produce more consistent predictions. In our experi-
ment, the predictions generated by these classifiers did not violate
any of the consistency constraints encoded by the validation rules.

4.5 Threats to validity
Internal validity. For RQ1, there is no ground truth. Agreement mea-
sures inter-LLM consistency but not correctness. Thus, both LLMs
could systematically agree on a wrong value, inflating apparent
reliability. Without a human-annotated gold standard, we cannot
distinguish consensus from shared error. This lack of ground truth
also hinders a meaningful precision-based comparison of classifier
predictions for RQ3. We leave for future work the manual annota-
tion of reports, and expect to collect ground truth data when the
web tool enters in production.

External validity. Our results are specific to gpt-4.1-mini and gemini-
2.0-flash, and other LLMs may produce different agreement levels.

Moreover, the 732 companies may not be representative of the full
population of reporting companies. For instance, if large companies
with detailed reports are over-represented, then agreement scores
may be high compared to smaller or less structured reports.

Construct validity. The construct reliable in RQ1 is operationalised as
inter-LLM agreement, which is an indirect proxy. High agreement
is necessary but not sufficient for reliability.

Conclusion validity. The ESRS agreement distribution has a long low
tail (standard deviation 19%), thus the mean is not fully representa-
tive. Conclusions based on the mean alone may overstate typical
performance. Likewise, mean per-company agreement scores treat
all topics equally, regardless of how often a topic is relevant. Rare
ESRS topics that are almost always not relevant may artificially
inflate agreement through trivial consensus.

5 Related Work
In the area of sustainability, we can find solutions directed to help
ESG reporting, sustainability management platforms, and AI-based
ESG analysis tools. These groups of solutions – both industrial and
research-oriented – are analysed next.

Enterprise ESG reporting. In this category, we find platforms like
IBM’s Envizi6, Watershed7 or Workiva8. Their common theme is
supporting organisations in the collection, consolidation, and dis-
closure of ESG information. These platforms typically provide work-
flows for gathering sustainability-related data from heterogeneous
sources, mapping indicators to established reporting frameworks
(e.g., GRI, SASB, ISSB, and CSRD/ESRS), and generating auditable
sustainability reports. Their primary objective is to facilitate the
compliance and governance processes associated with ESG dis-
closure, rather than automatically interpreting existing reports or
extracting insights from third-party disclosures.

In research, Hoan et al. [13] propose an agentic approach to
manage the lifecycle of ESG reporting, where multiple AI agents
extract ESG information, verify ESG performance, and update ESG
reports based on organisational outcomes.

Sustainability management. This group includes platforms like En-
ablon9, novisto10, pulsora11 and Sygris12. All feature the integration
of ESG data management, sustainability strategy execution, and
performance monitoring capabilities. These platforms provide or-
ganisations with centralised repositories for ESG metrics, tools for
managing sustainability initiatives, materiality assessments, carbon
accounting functionalities, and support for regulatory compliance.
Compared with enterprise ESG reporting platforms, sustainabil-
ity management solutions focus more broadly on operationalising
sustainability practices across an organisation, including target
definition, progress tracking, and internal decision support.

AI-based ESG analysis. This is the tool category more closely related
to our work. Recent approaches explore the use of LLMs to analyse

6https://www.ibm.com/products/envizi/emissions-management
7https://watershed.com/
8https://www.workiva.com/
9https://www.wolterskluwer.com/en/solutions/enablon/
10https://novisto.com/
11https://www.pulsora.com/
12https://sygris.com/
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sustainability disclosures and extract structured ESG information
from unstructured documents. EulerESG [6] extracts reporting met-
rics (e.g., energy consumption, greenhouse gas emissions) from
ESG PDF reports using LLM-based pipelines. It further provides
an LLM-powered chatbot that enables users to query and explore
the content of individual sustainability reports. Similarly, ChatCli-
mate [19] provides an LLM-based approach to analyse reports and
supports interactive question-answering. Moreover, it assigns a
score to the reports reflecting to what extent they follow TCFD
guidelines (a UK standard [22]). ESGReveal [26] uses LLMs and
RAG to extract sustainability metrics from ESG reports. In contrast,
our work focuses on building an ESG recommender system, and
the model-based extraction pipeline enables the accommodation of
heterogeneous disclosure frameworks and disclosure metrics.

Analysis of ESG data is important for investors (e.g., for risk
mitigation, since ESG-compliant companies are less exposed to
regulatory fines, supply chain disruptions and reputational damage,
and may have better access to finance [23]), and specialised stock
market benchmarks track the performance of companies meeting
specific ESG criteria. Examples are the S&P 500 ESG Index13, or the
Spanish IBEX ESG Index14. Hence, some research works analyse
ESG datasets in connection with stock investment [16].

6 Conclusions and Future Work
We have presented a model-based machine learning pipeline for
producing ESG recommenders for sustainability reporting. The
pipeline includes a model-based extraction phase powered by LLMs,
and a cleaning and validation phase that uses rules built with a
YAML-based DSL. Our experiments show that LLMs can use the
extraction models to produce company profiles and ESRS reporting
data with moderate agreement. However, the extraction task is com-
plex, hence validation rules are needed to detect inconsistencies.
These results indicate the need for human supervision of extracted
data. Our YAML-based validation rules and flexible ESG informa-
tion extraction models (which support context fields summarising
findings in the reports) are directed to ease this task. Classifier
prediction improves when trained with automatically fixed data.

This is an ongoing industry–university collaborative research
project, with some missing objectives to achieve. Regarding the
classifier, a path to explore is to combine data extracted by several
LLMs using consolidation strategies (e.g., majority voting). We
also aim at finishing the web-based reporting platform itself, and
designing strategies for effective retraining of the classifiers.
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